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Example: population survey

N ~ Poisson(20) # unknown
K = 0
for I in 1..N:
  Seen ~ Bernoulli(1/2) # individual I seen w.p. 1/2
  K += Seen

return K

randomized program
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Example: population survey

N ~ Poisson(20) # unknown
K = 0
for I in 1..N:
  Seen ~ Bernoulli(1/2) # individual I seen w.p. 1/2
  K += Seen

observe K = 6
return N

statistical program

0 5 10 15 20

observed: 6

count 𝐾

Run forward: what’s the distribution of count K?

Run backward: given K = 6, what’s the conditional distribution of the population N?
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What is probabilistic inference?

Run forward: what’s the distribution of count K?

Run backward: given K = 6, what’s the conditional distribution of the population N?
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What is probabilistic inference?

Run forward: what’s the distribution of count K?

Run backward: given K = 6, what’s the conditional distribution of the population N?

Bayes’ rule:

Pr[𝑁 = 𝑛]⏞
prior

 

6 12 18 24 30

×

Pr[𝐾 = 6 | 𝑁 = 𝑛]⏞
likelihood

 

6 12 18 24 30

Pr[𝑁 = 𝑛 | 𝐾 = 6]⏞
posterior

 

6 12 18 24 30

=

Pr[𝐾 = 6]⏟
evidence
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What is probabilistic inference?

Run forward: what’s the distribution of count K?

Run backward: given K = 6, what’s the conditional distribution of the population N?

Bayes’ rule:

Pr[𝑁 = 𝑛]⏞
prior

 

6 12 18 24 30

×

Pr[𝐾 = 6 | 𝑁 = 𝑛]⏞
likelihood

 

6 12 18 24 30

Pr[𝑁 = 𝑛 | 𝐾 = 6]⏞
posterior

 

6 12 18 24 30

=

Pr[𝐾 = 6]⏟
evidence

an infinite sum over all 𝑛 — hard to compute!

So how can we compute the posterior?
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Exact inference: finite computable representations
→ Sometimes, we can work with a finite representation of probability distributions
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Exact inference: finite computable representations
→ Sometimes, we can work with a finite representation of probability distributions

Posterior of the population model: 6 + Poisson(10).
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Exact inference: finite computable representations
→ Sometimes, we can work with a finite representation of probability distributions

Posterior of the population model: 6 + Poisson(10).

KNOWLEDGE COMPILATION GENERATING FUNCTIONS SYMBOLIC EXPRESSIONS

1−p₁ p₁

1−p₂ p₂ 1−p₂ p₂

X₁

X₂ X₂

0 1

𝐺(𝑧) = ∑𝑛 𝑝𝑛𝑧𝑛 ∫
𝑥
𝑓(𝑥) d𝑥

Dice, Pluck
[Holtzen et al., OOPSLA 2020

Bowers et al., PLDI 2025]

Genfer, Prodigy
[Zaiser et al., NeurIPS 2023

Klinkenberg et al., OOPSLA 2024]

Hakaru, PSI, SPPL
[Narayanan et al., FLOPS 2016

Gehr et al., CAV 2016

Saad et al., PLDI 2021]

✘ only finite support ✘ limited program 

operations

✘ may fail to simplify
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Exact inference: finite computable representations
→ Sometimes, we can work with a finite representation of probability distributions

Posterior of the population model: 6 + Poisson(10).
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𝐺(𝑧) = ∑𝑛 𝑝𝑛𝑧𝑛 ∫
𝑥
𝑓(𝑥) d𝑥

Dice, Pluck
[Holtzen et al., OOPSLA 2020

Bowers et al., PLDI 2025]

Genfer, Prodigy
[Zaiser et al., NeurIPS 2023

Klinkenberg et al., OOPSLA 2024]

Hakaru, PSI, SPPL
[Narayanan et al., FLOPS 2016

Gehr et al., CAV 2016

Saad et al., PLDI 2021]

✘ only finite support ✘ limited program 

operations

✘ may fail to simplify

Finite exact representations are typically impossible or intractable!
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Approximate inference: Monte Carlo algorithms
→ Instead: produce samples whose distribution approximates the posterior

30 samples

6 12 18 24 28
𝑁
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Approximate inference: Monte Carlo algorithms
→ Instead: produce samples whose distribution approximates the posterior

30 samples

6 12 18 24 28
𝑁

300 samples

6 12 18 24 28
𝑁

3,000 samples

6 12 18 24 28
𝑁

Systems: Stan Pyro Anglican PyMC · Turing · Gen · Church · Infer.NET · …

How to produce these samples?

• Markov Chain Monte Carlo (MCMC): create a Markov chain converging to the posterior 
(each sample only depends on its predecessor)

• Sequential Monte Carlo (SMC): push a population of weighted particles through the 
program, reweighting and resampling them at observations

• Variational Inference (VI): fit the parameters of a simpler distribution to approximate the 
posterior

• …
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Approximate inference: Monte Carlo algorithms
→ Instead: produce samples whose distribution approximates the posterior

30 samples

6 12 18 24 28
𝑁

300 samples

6 12 18 24 28
𝑁

3,000 samples

6 12 18 24 28
𝑁

Systems: Stan Pyro Anglican PyMC · Turing · Gen · Church · Infer.NET · …

How to produce these samples?

• Markov Chain Monte Carlo (MCMC): create a Markov chain converging to the posterior 
(each sample only depends on its predecessor)

• Sequential Monte Carlo (SMC): push a population of weighted particles through the 
program, reweighting and resampling them at observations

• Variational Inference (VI): fit the parameters of a simpler distribution to approximate the 
posterior

• …

focus of this talk
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What does “correct inference” mean?
EXACT INFERENCE

straightforward ✔︎

APPROXIMATE INFERENCE

???
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What does “correct inference” mean?
EXACT INFERENCE

straightforward ✔︎

APPROXIMATE INFERENCE

???

[Same program — 300 samples from each of two inference algorithms.]
inference algorithm A

6 12 18 24 28
𝑁

inference algorithm B

6 12 18 24 28
𝑁

• Which (if any) result is correct?

• What does it even mean for an approximation to be correct?

• Is the inference algorithm wrong?

• Do we just need to run it longer?

6



Inference can go wrong in many ways

Probabilistic 

program →

Inference

→

Approximate 

Result
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Inference can go wrong in many ways

Probabilistic 

program

well-defined?

→

Inference

program 

transformations

meaning-

preserving?

+

inference 

algorithm

targets 

posterior?

+
implementation

faithful?

→

Approximate 

Result

close 

enough?

This talk
• overview of techniques to verify all these steps

• deeper dive into some of my work: bounding the distance from the true posterior
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Correctness: probabilistic program

1

probabilistic program → transformations + inference algorithm + implementation → approximate result



Is my program a good model?

probabilistic program → transformations + inference algorithm + implementation → approximate result

Does the probabilistic program model reality well?

Correctness: probabilistic program 9



Is my program a good model?

probabilistic program → transformations + inference algorithm + implementation → approximate result

Does the probabilistic program model reality well?

• Statistical checks: prior/posterior predictive checks, sensitivity analysis, …

• Formal methods for consistency checks: almost sure termination, …

Correctness: probabilistic program 9



Correctness: inference algorithm

2

probabilistic program → transformations + inference algorithm + implementation → approximate result



Does the inference algorithm target the posterior?

probabilistic program → transformations + inference algorithm + implementation → approximate result

Exact inference: prove that the result represents the posterior distribution.

Correctness: inference algorithm 11
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Does the inference algorithm target the posterior?

probabilistic program → transformations + inference algorithm + implementation → approximate result

Exact inference: prove that the result represents the posterior distribution.

Approximate inference: The Markov chain with kernel 𝐾 targeting posterior 𝜋
• converges if: 𝜇0𝐾𝑛 → 𝜋 as 𝑛 → ∞
• is stationary on the posterior if: 𝜋𝐾 = 𝜋 we want this

that’s what is usually proved
EXCEPTION

✔︎ Borgström et al. [ICFP 2016] prove convergence.

✘ but only for an extremely simple (and impractical) inference algorithm

Correctness: inference algorithm 11



Preconditions for inference algorithms
Many inference algorithms come with 

preconditions, e.g.:

• support conditions: absolute continuity 

of proposals

→ checked by trace types, guide types
19
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Modern probabilistic programming languages aim to formalize and automate key aspects of probabilistic
modeling and inference. Many languages provide constructs for programmable inference that enable developers
to improve inference speed and accuracy by tailoring an algorithm for use with a particular model or dataset.
Unfortunately, it is easy to use these constructs to write unsound programs that appear to run correctly but
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Abstract
Probabilistic programming languages aim to describe and

automate Bayesian modeling and inference. Modern lan-

guages support programmable inference, which allows users

to customize inference algorithms by incorporating guide
programs to improve inference performance. For Bayesian

inference to be sound, guide programs must be compatible

with model programs. One pervasive but challenging con-

dition for model-guide compatibility is absolute continuity,
which requires that the model and guide programs define

probability distributions with the same support.

This paper presents a new probabilistic programming

language that guarantees absolute continuity, and features

general programming constructs, such as branching and

recursion. Model and guide programs are implemented as

coroutines that communicate with each other to synchronize

the set of random variables they sample during their execu-

tion. Novel guide types describe and enforce communication

protocols between coroutines. If the model and guide are

well-typed using the same protocol, then they are guaranteed

to enjoy absolute continuity. An efficient algorithm infers

guide types from code so that users do not have to specify the

types. The new programming language is evaluated with an

implementation that includes the type-inference algorithm

and a prototype compiler that targets Pyro. Experiments

show that our language is capable of expressing a variety

of probabilistic models with nontrivial control flow and re-

cursion, and that the coroutine-based computation does not

introduce significant overhead in actual Bayesian inference.

Keywords: Probabilistic programming, Bayesian inference,

type systems, coroutines

1 Introduction
Probabilistic programming languages (PPLs) [1, 13, 23, 25, 26,
49, 52, 57, 62] provide a flexible way of describing statistical

models and automatically performing Bayesian inference: a

method for inferring the posterior of a statistical model from

observed data. Bayesian inference accounts for uncertainty

in latent variables that produce the observed data. It has ap-

plications in many fields, including artificial intelligence [22],

cognitive science [28], and applied statistics [21].

PLDI ’21, June 20–25, 2021, Virtual, Canada
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Because there is not a single known inference algorithm

that works well for all models [41], several PPLs have re-

cently added support for programmable inference [8, 17, 20,
41, 46, 63]. This capability allows users to customize infer-

ence algorithms based on the characteristics of a partic-

ular model or dataset. Researchers have shown that pro-

grammable inference enables improved inference perfor-

mance on a variety of modeling problems [8, 17, 19, 41].

Two important families of inference algorithms can be

customized by incorporating guide programs, which are im-

plemented by the user. The first family is Monte-Carlo meth-

ods, such as importance sampling and Markov-Chain Monte

Carlo, where a guide program serves as a proposal, which
generates random samples for latent variables. The second

family is variational inference, where a guide program is a

parameterized program that specifies a collection of approx-
imating distributions on latent variables.

To ensure soundness of programmable inference, the guide

programs have to be compatible with the implemented model

program; incompatible guide programs could crash the in-

ference process or lead to incorrect inference results [39, 40].

Recently, Lee et al. [39] developed a static analysis for find-

ing bugs in model-guide pairs for variational inference in

Pyro [8]. Lew et al. [40] proposed a type system that proves

model-guide compatibility for multiple inference algorithms.

However, neither approach handles general conditional state-

ments that can influence the set of latent variables sampled

by the model, and it is unclear how to extend them to analyze

recursive programs precisely.

In this paper, we develop a new PPL that supports re-

cursion and conditional statements, as well as guarantees

absolute continuity, one of the most pervasive conditions for

ensuring model-guide compatibility. Our PPL uses a new

paradigm for writing inference code: users implement the

model and guide programs as coroutines, which can commu-

nicate with each other during their execution. We develop a

new type system, which we dub guide types, to describe the

communication protocols between coroutines. These guide

types can be automatically inferred and are proof certificates

of absolute continuity for model-guide pairs. They apply to

multiple kinds of Bayesian-inference algorithms.

In our development, we follow a common scheme of trace-
based programmable inference that underlies Pyro [8], Ven-

ture [41], Gen [17], etc. These PPLs define the meaning of a

probabilistic program by a probability distribution on sample
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Preconditions for inference algorithms
Many inference algorithms come with 

preconditions, e.g.:

• support conditions: absolute continuity 

of proposals

→ checked by trace types, guide types

• differentiability: some inference 

algorithms use gradients

→ checked by static analysis
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Because there is not a single known inference algorithm

that works well for all models [41], several PPLs have re-

cently added support for programmable inference [8, 17, 20,
41, 46, 63]. This capability allows users to customize infer-

ence algorithms based on the characteristics of a partic-

ular model or dataset. Researchers have shown that pro-

grammable inference enables improved inference perfor-

mance on a variety of modeling problems [8, 17, 19, 41].

Two important families of inference algorithms can be

customized by incorporating guide programs, which are im-

plemented by the user. The first family is Monte-Carlo meth-

ods, such as importance sampling and Markov-Chain Monte

Carlo, where a guide program serves as a proposal, which
generates random samples for latent variables. The second

family is variational inference, where a guide program is a

parameterized program that specifies a collection of approx-
imating distributions on latent variables.

To ensure soundness of programmable inference, the guide

programs have to be compatible with the implemented model

program; incompatible guide programs could crash the in-

ference process or lead to incorrect inference results [39, 40].

Recently, Lee et al. [39] developed a static analysis for find-

ing bugs in model-guide pairs for variational inference in

Pyro [8]. Lew et al. [40] proposed a type system that proves

model-guide compatibility for multiple inference algorithms.

However, neither approach handles general conditional state-

ments that can influence the set of latent variables sampled

by the model, and it is unclear how to extend them to analyze

recursive programs precisely.

In this paper, we develop a new PPL that supports re-

cursion and conditional statements, as well as guarantees

absolute continuity, one of the most pervasive conditions for

ensuring model-guide compatibility. Our PPL uses a new

paradigm for writing inference code: users implement the

model and guide programs as coroutines, which can commu-

nicate with each other during their execution. We develop a

new type system, which we dub guide types, to describe the

communication protocols between coroutines. These guide

types can be automatically inferred and are proof certificates

of absolute continuity for model-guide pairs. They apply to

multiple kinds of Bayesian-inference algorithms.

In our development, we follow a common scheme of trace-
based programmable inference that underlies Pyro [8], Ven-

ture [41], Gen [17], etc. These PPLs define the meaning of a

probabilistic program by a probability distribution on sample
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Probabilistic programming is the idea of writing models from statistics and machine learning using program

notations and reasoning about these models using generic inference engines. Recently its combination with

deep learning has been explored intensely, which led to the development of so called deep probabilistic

programming languages, such as Pyro, Edward and ProbTorch. At the core of this development lie inference

engines based on stochastic variational inference algorithms. When asked to find information about the

posterior distribution of a model written in such a language, these algorithms convert this posterior-inference

query into an optimisation problem and solve it approximately by a form of gradient ascent or descent. In

this paper, we analyse one of the most fundamental and versatile variational inference algorithms, called

score estimator or REINFORCE, using tools from denotational semantics and program analysis. We formally

express what this algorithm does on models denoted by programs, and expose implicit assumptions made

by the algorithm on the models. The violation of these assumptions may lead to an undefined optimisation

objective or the loss of convergence guarantee of the optimisation process. We then describe rules for proving

these assumptions, which can be automated by static program analyses. Some of our rules use nontrivial

facts from continuous mathematics, and let us replace requirements about integrals in the assumptions, such

as integrability of functions defined in terms of programs’ denotations, by conditions involving differentia-

tion or boundedness, which are much easier to prove automatically (and manually). Following our general

methodology, we have developed a static program analysis for the Pyro programming language that aims at

discharging the assumption about what we call model-guide support match. Our analysis is applied to the

eight representative model-guide pairs from the Pyro webpage, which include sophisticated neural network

models such as AIR. It finds a bug in one of these cases, reveals a non-standard use of an inference engine in

another, and shows that the assumptions are met in the remaining six cases.
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Preconditions for inference algorithms
Many inference algorithms come with 

preconditions, e.g.:

• support conditions: absolute continuity 

of proposals

→ checked by trace types, guide types

• differentiability: some inference 

algorithms use gradients

→ checked by static analysis
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Modern probabilistic programming languages aim to formalize and automate key aspects of probabilistic
modeling and inference. Many languages provide constructs for programmable inference that enable developers
to improve inference speed and accuracy by tailoring an algorithm for use with a particular model or dataset.
Unfortunately, it is easy to use these constructs to write unsound programs that appear to run correctly but
produce incorrect results. To address this problem, we present a denotational semantics for programmable
inference in higher-order probabilistic programming languages, along with a type system that ensures that
well-typed inference programs are sound by construction. A central insight is that the type of a probabilistic
expression can track the space of its possible execution traces, not just the type of value that it returns, as these
traces are often the objects that inference algorithms manipulate. We use our semantics and type system to
establish soundness properties of custom inference programs that use constructs for variational, sequential
Monte Carlo, importance sampling, and Markov chain Monte Carlo inference.
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Probabilistic modeling and inference are central tools in multiple fields, including artificial intel-
ligence, statistics, and robotics, but can be difficult for practitioners to apply correctly [Gelman
et al. 2013; Russell and Norvig 2016; Thrun et al. 2005]. To make these tools more accessible, re-
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Abstract
Probabilistic programming languages aim to describe and

automate Bayesian modeling and inference. Modern lan-

guages support programmable inference, which allows users

to customize inference algorithms by incorporating guide
programs to improve inference performance. For Bayesian

inference to be sound, guide programs must be compatible

with model programs. One pervasive but challenging con-

dition for model-guide compatibility is absolute continuity,
which requires that the model and guide programs define

probability distributions with the same support.

This paper presents a new probabilistic programming

language that guarantees absolute continuity, and features

general programming constructs, such as branching and

recursion. Model and guide programs are implemented as

coroutines that communicate with each other to synchronize

the set of random variables they sample during their execu-

tion. Novel guide types describe and enforce communication

protocols between coroutines. If the model and guide are

well-typed using the same protocol, then they are guaranteed

to enjoy absolute continuity. An efficient algorithm infers

guide types from code so that users do not have to specify the

types. The new programming language is evaluated with an

implementation that includes the type-inference algorithm

and a prototype compiler that targets Pyro. Experiments

show that our language is capable of expressing a variety

of probabilistic models with nontrivial control flow and re-

cursion, and that the coroutine-based computation does not

introduce significant overhead in actual Bayesian inference.

Keywords: Probabilistic programming, Bayesian inference,

type systems, coroutines

1 Introduction
Probabilistic programming languages (PPLs) [1, 13, 23, 25, 26,
49, 52, 57, 62] provide a flexible way of describing statistical

models and automatically performing Bayesian inference: a

method for inferring the posterior of a statistical model from

observed data. Bayesian inference accounts for uncertainty

in latent variables that produce the observed data. It has ap-

plications in many fields, including artificial intelligence [22],

cognitive science [28], and applied statistics [21].
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Because there is not a single known inference algorithm

that works well for all models [41], several PPLs have re-

cently added support for programmable inference [8, 17, 20,
41, 46, 63]. This capability allows users to customize infer-

ence algorithms based on the characteristics of a partic-

ular model or dataset. Researchers have shown that pro-

grammable inference enables improved inference perfor-

mance on a variety of modeling problems [8, 17, 19, 41].

Two important families of inference algorithms can be

customized by incorporating guide programs, which are im-

plemented by the user. The first family is Monte-Carlo meth-

ods, such as importance sampling and Markov-Chain Monte

Carlo, where a guide program serves as a proposal, which
generates random samples for latent variables. The second

family is variational inference, where a guide program is a

parameterized program that specifies a collection of approx-
imating distributions on latent variables.

To ensure soundness of programmable inference, the guide

programs have to be compatible with the implemented model

program; incompatible guide programs could crash the in-

ference process or lead to incorrect inference results [39, 40].

Recently, Lee et al. [39] developed a static analysis for find-

ing bugs in model-guide pairs for variational inference in

Pyro [8]. Lew et al. [40] proposed a type system that proves

model-guide compatibility for multiple inference algorithms.

However, neither approach handles general conditional state-

ments that can influence the set of latent variables sampled

by the model, and it is unclear how to extend them to analyze

recursive programs precisely.

In this paper, we develop a new PPL that supports re-

cursion and conditional statements, as well as guarantees

absolute continuity, one of the most pervasive conditions for

ensuring model-guide compatibility. Our PPL uses a new

paradigm for writing inference code: users implement the

model and guide programs as coroutines, which can commu-

nicate with each other during their execution. We develop a

new type system, which we dub guide types, to describe the

communication protocols between coroutines. These guide

types can be automatically inferred and are proof certificates

of absolute continuity for model-guide pairs. They apply to

multiple kinds of Bayesian-inference algorithms.

In our development, we follow a common scheme of trace-
based programmable inference that underlies Pyro [8], Ven-

ture [41], Gen [17], etc. These PPLs define the meaning of a

probabilistic program by a probability distribution on sample
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Probabilistic programming is the idea of writing models from statistics and machine learning using program

notations and reasoning about these models using generic inference engines. Recently its combination with

deep learning has been explored intensely, which led to the development of so called deep probabilistic

programming languages, such as Pyro, Edward and ProbTorch. At the core of this development lie inference

engines based on stochastic variational inference algorithms. When asked to find information about the

posterior distribution of a model written in such a language, these algorithms convert this posterior-inference

query into an optimisation problem and solve it approximately by a form of gradient ascent or descent. In

this paper, we analyse one of the most fundamental and versatile variational inference algorithms, called

score estimator or REINFORCE, using tools from denotational semantics and program analysis. We formally

express what this algorithm does on models denoted by programs, and expose implicit assumptions made

by the algorithm on the models. The violation of these assumptions may lead to an undefined optimisation

objective or the loss of convergence guarantee of the optimisation process. We then describe rules for proving

these assumptions, which can be automated by static program analyses. Some of our rules use nontrivial

facts from continuous mathematics, and let us replace requirements about integrals in the assumptions, such

as integrability of functions defined in terms of programs’ denotations, by conditions involving differentia-

tion or boundedness, which are much easier to prove automatically (and manually). Following our general

methodology, we have developed a static program analysis for the Pyro programming language that aims at

discharging the assumption about what we call model-guide support match. Our analysis is applied to the

eight representative model-guide pairs from the Pyro webpage, which include sophisticated neural network

models such as AIR. It finds a bug in one of these cases, reveals a non-standard use of an inference engine in

another, and shows that the assumptions are met in the remaining six cases.
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A widely used inference algorithm was wrong
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Abstract

We describe a general method of transforming
arbitrary programming languages into proba-
bilistic programming languages with straight-
forward MCMC inference engines. Random
choices in the program are “named” with in-
formation about their position in an execution
trace; these names are used in conjunction with
a database holding values of random variables
to implement MCMC inference in the space of
execution traces. We encode naming informa-
tion using lightweight source-to-source com-
pilers. Our method enables us to reuse existing
infrastructure (compilers, profilers, etc.) with
minimal additional code, implying fast models
with low development overhead. We illustrate
the technique on two languages, one functional
and one imperative: Bher, a compiled version
of the Church language which eliminates in-
terpretive overhead of the original MIT-Church
implementation, and Stochastic Matlab, a new
open-source language.

1 INTRODUCTION

Probabilistic programming languages simplify the devel-
opment of probabilistic models by allowing program-
mers to specify a stochastic process using syntax that
resembles modern programming languages. These lan-
guages allow programmers to freely mix deterministic
and stochastic elements, resulting in tremendous mod-
eling flexibility. The resulting programs define prior dis-
tributions: running the (unconditional) program for-
ward many times results in a distribution over execu-

Appearing in Proceedings of the 14th International Confer-
ence on Artificial Intelligence and Statistics (AISTATS) 2011, Fort
Lauderdale, FL, USA. Volume 15 of JMLR: W&CP 15. Copyright
2011 by the authors.

tion traces, with each trace generating a sample of data
from the prior. The goal of inference in such programs
is to reason about the posterior distribution over execu-
tion traces conditioned on a particular program output.
Examples include BLOG [7], PRISM [15], Bayesian Logic
Programs [5] Stochastic Logic Programs [9], Markov Logic
[14], Independent Choice Logic [12], IBAL [11], Proba-
bilistic Scheme [13],Λ◦ [10], and HANSEI [6].

We present a general technique for turning any program-
ming language into a probabilistic programming lan-
guage with an accompanying universal Markov chain
Monte Carlo inference engine. Our method allows the
full use of all language constructs permitted by the orig-
inal (non-probabilistic) language by leveraging native
compilers (or interpreters). The key technical idea is to
give each random choice of a fixed program a unique
“name” that depends on its position in a given execution
trace. We then convert stochastic functions into deter-
ministic ones which use these names to look up their re-
turn values in a database that stores the values of all ran-
dom choices. By controlling the values in this database,
execution traces of the program can be controlled, which
allows us to construct the key operations needed for the
Metropolis-Hastings algorithm.

Different techniques for naming random choices result
in different MCMC dynamics. Our central contribution
is to name random choices based on their structural po-
sition in the execution trace, which allows fine-grained
sharing of random choice values between subsequent
MCMC states. We describe how naming information can
be provided by a side computation that is constructed by
a source-to-source transformation at compile time: the
original probabilistic program can be augmented with
naming information to create a new program that makes
the names available. The resulting new program can be
executed at full speed, with only minimal overhead to
track names and control the database, and no changes to
the compiler or interpreter for the underlying language.

We illustrate our technique on two languages, one func-
tional and one imperative. The first is named “Bher,”

[Wingate, Stuhlmüller & Goodman, AISTATS 2011]
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bilistic programming languages with straight-
forward MCMC inference engines. Random
choices in the program are “named” with in-
formation about their position in an execution
trace; these names are used in conjunction with
a database holding values of random variables
to implement MCMC inference in the space of
execution traces. We encode naming informa-
tion using lightweight source-to-source com-
pilers. Our method enables us to reuse existing
infrastructure (compilers, profilers, etc.) with
minimal additional code, implying fast models
with low development overhead. We illustrate
the technique on two languages, one functional
and one imperative: Bher, a compiled version
of the Church language which eliminates in-
terpretive overhead of the original MIT-Church
implementation, and Stochastic Matlab, a new
open-source language.

1 INTRODUCTION

Probabilistic programming languages simplify the devel-
opment of probabilistic models by allowing program-
mers to specify a stochastic process using syntax that
resembles modern programming languages. These lan-
guages allow programmers to freely mix deterministic
and stochastic elements, resulting in tremendous mod-
eling flexibility. The resulting programs define prior dis-
tributions: running the (unconditional) program for-
ward many times results in a distribution over execu-
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tion traces, with each trace generating a sample of data
from the prior. The goal of inference in such programs
is to reason about the posterior distribution over execu-
tion traces conditioned on a particular program output.
Examples include BLOG [7], PRISM [15], Bayesian Logic
Programs [5] Stochastic Logic Programs [9], Markov Logic
[14], Independent Choice Logic [12], IBAL [11], Proba-
bilistic Scheme [13],Λ◦ [10], and HANSEI [6].

We present a general technique for turning any program-
ming language into a probabilistic programming lan-
guage with an accompanying universal Markov chain
Monte Carlo inference engine. Our method allows the
full use of all language constructs permitted by the orig-
inal (non-probabilistic) language by leveraging native
compilers (or interpreters). The key technical idea is to
give each random choice of a fixed program a unique
“name” that depends on its position in a given execution
trace. We then convert stochastic functions into deter-
ministic ones which use these names to look up their re-
turn values in a database that stores the values of all ran-
dom choices. By controlling the values in this database,
execution traces of the program can be controlled, which
allows us to construct the key operations needed for the
Metropolis-Hastings algorithm.

Different techniques for naming random choices result
in different MCMC dynamics. Our central contribution
is to name random choices based on their structural po-
sition in the execution trace, which allows fine-grained
sharing of random choice values between subsequent
MCMC states. We describe how naming information can
be provided by a side computation that is constructed by
a source-to-source transformation at compile time: the
original probabilistic program can be augmented with
naming information to create a new program that makes
the names available. The resulting new program can be
executed at full speed, with only minimal overhead to
track names and control the database, and no changes to
the compiler or interpreter for the underlying language.

We illustrate our technique on two languages, one func-
tional and one imperative. The first is named “Bher,”

[Wingate, Stuhlmüller & Goodman, AISTATS 2011]
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Algorithm 2 An MCMC trace sampler.

1: Initialize: [ l l ,D ] = trace_update( ; )
2: Repeat forever:
3: Select a random fk via its name n
4: Look up its current value (t , x, l ,θdb) =D(n).
5: Propose a new value x ′ ∼Kt (�|x,θdb)
6: Compute F = logKt (x ′|x,θdb)
7: Compute R = logKt (x|x ′,θdb)
8: Compute l ′ = log pt (x ′|θdb)
9: Let D′ =D

10: Set D′(n) = (t , x ′, l ′,θdb)
11: [ l l ′,D′ ] = trace_update( D′ );
12: if ( log(rand) < l l ′− l l +R −F )
13: // accept
14: D=D′
15: l l = l l ′
16: // clean out unused values from D

17: else
18: // reject; discard D′
19: endif;
20: end repeat;

inference possible by enabling proposals, scoring, and
the ability to accept or reject proposals. We make a
proposal to an execution trace by picking an xk in the
database, modifying it according to a proposal distribu-
tion, and then re-executing f ′ and computing the likeli-
hood of the new trace. As f ′ is executed, some random
choices may be reused, new randomness may be trig-
gered (which is sampled from the prior), and randomness
that was previously used may no longer be needed. In our
example, we can make a proposal to, say, the 500th rand.
This will change the execution trace, switching between
the Gaussian branch and the gamma branch.

We now address the details. Section 2.1 discusses the
overall MCMC algorithm, Section 2.2 discusses how ran-
dom variables are named, and Section 2.3 discusses con-
ditional inference.

2.1 MCMC IN TRACE SPACE

We now describe our MCMC algorithm. Here, we assume
that some naming scheme has been defined, and that a
mechanism for computing those names has been imple-
mented; we will discuss how to do this in the next section.

Let a database D be defined as a mapping N→ T × X ×
L×θ, where N is the name of a random choice, T is its
ERP type, X is its value, θ are ERP parameters, and L is
this random value’s likelihood. We allow missing entries.

We can control the execution of f ′ by controlling the val-
ues in D. When f ′ encounters an f ′

k , it computes its
name n ∈ N, its parameters θc (where ‘c’ is a mnemonic

Algorithm 3 Function trace_update( D )

1: Set l l = 0
2: Execute f :
3: For all random choices k:
4: Run computation until choice k,

determining n, tc ,θc for k.
5: Look up (t , x, l ,θdb) =D(n)
6: if a value is found in the database and t = tc

7: if parameters match (ie, θc == θdb)
8: l l = l l + l
9: else

10: // rescore ERP with new parameters
11: compute l = log ptc (x|θc )
12: store D(n) = (tc , x, l ,θc )
13: l l = l l + l
14: endif
15: else
16: // sample new randomness
17: sample x ∼ pt (.|θc )
18: compute l = log pt (x|θc )
19: store D(n) = (tc , x, l ,θc )
20: l l = l l + l
21: endif
22: Set return value of fk to x
23: end for all
24: return [ l l ,D ]

for “current”), and its current type tc ∈ T . It then looks
up (t , x, l ,θdb) = D(n). If a value is found and the types
match, we set the return value of fk to be x. Other-
wise, the value is sampled from the appropriate ERP x ∼
ptc (�|θc ), its likelihood is computed, and the correspond-
ing entry in the database is updated. This is formalized
in the trace_update procedure, defined in Algorithm 3.

We use trace_update to define our overall MCMC al-
gorithm, shown in Algorithm 2. Given a current trace x
and score p(x), we proceed by reconsidering one random
choice xk . We equip each ERP type with a proposal kernel
Kt (x ′|x,θ), which we use to generate proposals to xk . Af-
ter a proposal, we call trace_update to generate a new
trace x ′, and compute its likelihood p(x ′), which is the
product of any reused random choices, and any new ran-
domness that was sampled. This gives us an overall score,
which is used as an MH accept ratio

α= min

{
1,

p(x ′)Kt (x|x ′,θ)

p(x)Kt (x ′|x,θ)

}
There are a few subtleties to the implementation. Even if
an x for an f ′

k is found inD, we must compare the param-
eters θc and θdb to make sure they are equal; if they are
not, we may still be able to re-use x, but must re-score it
under the new parameters θc . If a proposal is accepted,
we also remove stale values from the database. This en-

CORRECTION (REVISION 3, FEB 2014)

David Wingate, Andreas Stuhlmüller, Noah D. Goodman

Algorithm 2 An MCMC trace sampler.

1: Initialize: [ D, l l , , ] = trace_update( ; )
2: Repeat forever:
3: Select a random fk via its name n
4: Look up its current value (t , x, l ,µdb) =D(n).
5: Propose a new value x 0 ªKt (⇧|x,µdb)
6: Compute F = logKt (x 0|x,µdb)
7: Compute R = logKt (x|x 0,µdb)
8: Compute l 0 = log pt (x 0|µdb)
9: Let D0 =D

10: Set D0(n) = (t , x 0, l 0,µdb)
11: [ D0, l l 0, l l fresh, l l stale ] = trace_update( D0 )
12: Æ= l l 0 ° l l +R °F + log |D|° log |D0|+ l l stale° l l fresh
13: if ( log(rand) <Æ )
14: // accept
15: D=D0

16: l l = l l 0

17: else
18: // reject; discard D0

inference possible by enabling proposals, scoring, and
the ability to accept or reject proposals. We make a
proposal to an execution trace by picking an xk in the
database, modifying it according to a proposal distribu-
tion, and then re-executing f 0 and computing the likeli-
hood of the new trace. As f 0 is executed, some random
choices may be reused, new randomness may be trig-
gered (which is sampled from the prior), and randomness
that was previously used may no longer be needed. In our
example, we can make a proposal to, say, the 500th rand.
This will change the execution trace, switching between
the Gaussian branch and the gamma branch.

We now address the details. Section 2.1 discusses the
overall MCMC algorithm, Section 2.2 discusses how ran-
dom variables are named, and Section 2.3 discusses con-
ditional inference.

2.1 MCMC IN TRACE SPACE

We now describe our MCMC algorithm. Here, we assume
that some naming scheme has been defined, and that a
mechanism for computing those names has been imple-
mented; we will discuss how to do this in the next section.

Let a database D be defined as a mapping N! T £ X £
L£µ, where N is the name of a random choice, T is its
ERP type, X is its value, µ are ERP parameters, and L is
this random value’s likelihood. We allow missing entries.

We can control the execution of f 0 by controlling the val-
ues in D. When f 0 encounters an f 0

k , it computes its
name n 2 N, its parameters µc (where ‘c’ is a mnemonic
for “current”), and its current type tc 2 T . It then looks
up (t , x, l ,µdb) = D(n). If a value is found and the types

Algorithm 3 Function trace_update( D )

1: Initialize l l , l l fresh, and l l stale to 0
2: Execute f :
3: For all random choices k:
4: Run computation until choice k,

determining n, tc ,µc for k.
5: Look up (t , x, l ,µdb) =D(n)
6: if a value is found in the database and t = tc

7: if parameters match (ie, µc == µdb)
8: l l = l l + l
9: else

10: // rescore ERP with new parameters
11: Compute l = log ptc (x|µc )
12: Store D(n) = (tc , x, l ,µc )
13: l l = l l + l
14: else
15: // sample new randomness
16: Sample x ª pt (.|µc )
17: Compute l = log pt (x|µc )
18: Store D(n) = (tc , x, l ,µc )
19: l l = l l + l
20: l l fresh = l l fresh + l
21: Set return value of fk to x
22: For all random choices k inD:
23: if k has not been active in this update:
24: Look up (t , x, l ,µdb) =D(k)
25: l l stale = l l stale + log pt (x|µdb)
26: Remove k from D

27: return [ D, l l , l l fresh, l l stale ]

match, we set the return value of fk to be x. Other-
wise, the value is sampled from the appropriate ERP x ª
ptc (⇧|µc ), its likelihood is computed, and the correspond-
ing entry in the database is updated. We accumulate the
log-probability of new randomness, l l fresh, and the log-
probability of randomness that is no longer used, l l stale.
This is formalized in the trace_update procedure, de-
fined in Algorithm 3.

We use trace_update to define our overall MCMC al-
gorithm, shown in Algorithm 2. Given a current trace x
and score p(x), we proceed by reconsidering one random
choice xk . We equip each ERP type with a proposal kernel
Kt (x 0|x,µ), which we use to generate proposals to xk . Af-
ter a proposal, we call trace_update to generate a new
trace x 0, and compute its likelihood p(x 0) and the prob-
abilities of new and stale randomness, pfresh and pstale.
This gives us an overall score, which is used as an MH ac-
cept ratio

Æ= min
Ω

1,
p(x 0)Kt (x|x 0,µ) |D|pstale

p(x)Kt (x 0|x,µ) |D0|pfresh

æ

There are a few subtleties to the implementation. Even
if an x for an f 0

k is found in D, we must compare the pa-
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Incrementalization gone wrong: bug in an existing 
system

fails to converge!

• reason: ad-hoc incrementalization in many 
systems

• our solution: formalize the program 
transformation and prove it correct!

• allowed for additional optimizations!
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ABSTRACT
Probabilistic programming systems (PP systems) allow developers

to model stochastic phenomena and perform efficient inference on

the models. The number and adoption of probabilistic programming

systems is growing significantly. However, there is no prior study

of bugs in these systems and no methodology for systematically

testing PP systems. Yet, testing PP systems is highly non-trivial,

especially when they perform approximate inference.

In this paper, we characterize 118 previously reported bugs in

three open-source PP systems—Edward, Pyro and Stan—and pro-

pose ProbFuzz, an extensible system for testing PP systems. Prob-

Fuzz allows a developer to specify templates of probabilistic models,

from which it generates concrete probabilistic programs and data

for testing. ProbFuzz uses language-specific translators to generate

these concrete programs, which use the APIs of each PP system.

ProbFuzz finds potential bugs by checking the output from running

the generated programs against several oracles, including an accu-

racy checker. Using ProbFuzz, we found 67 previously unknown

bugs in recent versions of these PP systems. Developers already

accepted 51 bug fixes that we submitted to the three PP systems,

and their underlying systems, PyTorch and TensorFlow.
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1 INTRODUCTION
Probabilistic programming has recently emerged as a promising

approach for helping programmers to easily implement Bayesian

inference problems and automate efficient execution of inference

tasks. Both research and industry have proposed various probabilis-

tic programming systems, e.g., Church [40], Stan [35], and many
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others [8, 16, 36, 46, 61, 71, 120]. These systems automate various

parts of common inference tasks and support many approximate in-

ference algorithms from machine learning and statistics, including

deterministic variational inference and randomized Markov Chain

Monte Carlo (MCMC) simulation. Systems like Edward [31, 119]

and Pyro [84] embed probabilistic inference within the general deep

learning infrastructures, e.g., PyTorch [85] and TensorFlow [117].

A probabilistic programming system (PP system) typically con-

sists of a language, a compiler, and inference procedures. A pro-

grammer writes a program in a probabilistic programming lan-

guage, which extends a standard programming language by adding

constructs for (1) random choice, such as sampling from common

distributions, (2) conditioning on data, such as observation state-

ments, and (3) probabilistic queries, such as obtaining a posterior

distribution or an expected value of a program variable [41]. Next,

a PP system compiles the probabilistic program to an efficient in-

ference procedure, by adapting well-known inference algorithms.

Finally, the programmers run the compiled program on a set of data

points to compute the query result.

Probabilistic programming systems provide many benefits to

programmers who are non-experts in probability and statistics,

but ensuring the correctness of probabilistic programs is notori-

ously difficult [44, 90]. The inherent uncertainty and complexity of

probabilistic inference (which is #P-hard, even with just discrete

variables [17]) make most practical inference algorithms numeri-

cally intensive and approximate. Therefore, a testing approach for

PP systems must account for both numerical errors and errors due

to the approximate nature of inference algorithms.

Current approaches for testing PP systems are typically manual

and ad-hoc. Although recent research looked into analysis of PP

systems [1, 90], none of the proposed approaches can analyze all

stages of modern PP systems. Understanding previously known

bugs in PP systems and finding effective approaches to improve the

systems’ reliability remain open research questions.

1.1 Bugs in Probabilistic Programming Systems
To motivate the design of tools for systematic testing of PP systems,

we characterized the kinds of bugs that are common in existing

open-source systems. To the best of our knowledge, this is the

first systematic study of bugs in PP systems. We studied three

systems: Edward [31, 118, 119], Pyro [84], and Stan [10, 35, 51, 95].

They are written in multiple programming languages, are hosted

on GitHub, have been adopted by both industry and researchers,

are actively developed, and implement many language features

and inference algorithms that are common to most PP systems. In

total, we categorized 118 of 856 commits about bugs as being PP

systems-related, and describe them in more detail.

Many of the identified bugs required domain-specific knowledge
to detect, debug, and fix. Moreover, testing PP systems often re-

quires reasoning about result accuracy (in contrast to the standard

[Dutta, Legunsen, Huang & Misailovic, ESEC/FSE 2018]
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others [8, 16, 36, 46, 61, 71, 120]. These systems automate various

parts of common inference tasks and support many approximate in-

ference algorithms from machine learning and statistics, including

deterministic variational inference and randomized Markov Chain

Monte Carlo (MCMC) simulation. Systems like Edward [31, 119]

and Pyro [84] embed probabilistic inference within the general deep

learning infrastructures, e.g., PyTorch [85] and TensorFlow [117].

A probabilistic programming system (PP system) typically con-

sists of a language, a compiler, and inference procedures. A pro-

grammer writes a program in a probabilistic programming lan-

guage, which extends a standard programming language by adding

constructs for (1) random choice, such as sampling from common

distributions, (2) conditioning on data, such as observation state-

ments, and (3) probabilistic queries, such as obtaining a posterior

distribution or an expected value of a program variable [41]. Next,

a PP system compiles the probabilistic program to an efficient in-

ference procedure, by adapting well-known inference algorithms.

Finally, the programmers run the compiled program on a set of data

points to compute the query result.

Probabilistic programming systems provide many benefits to

programmers who are non-experts in probability and statistics,

but ensuring the correctness of probabilistic programs is notori-

ously difficult [44, 90]. The inherent uncertainty and complexity of

probabilistic inference (which is #P-hard, even with just discrete

variables [17]) make most practical inference algorithms numeri-

cally intensive and approximate. Therefore, a testing approach for

PP systems must account for both numerical errors and errors due

to the approximate nature of inference algorithms.

Current approaches for testing PP systems are typically manual

and ad-hoc. Although recent research looked into analysis of PP

systems [1, 90], none of the proposed approaches can analyze all

stages of modern PP systems. Understanding previously known

bugs in PP systems and finding effective approaches to improve the

systems’ reliability remain open research questions.

1.1 Bugs in Probabilistic Programming Systems
To motivate the design of tools for systematic testing of PP systems,

we characterized the kinds of bugs that are common in existing

open-source systems. To the best of our knowledge, this is the

first systematic study of bugs in PP systems. We studied three

systems: Edward [31, 118, 119], Pyro [84], and Stan [10, 35, 51, 95].

They are written in multiple programming languages, are hosted

on GitHub, have been adopted by both industry and researchers,

are actively developed, and implement many language features

and inference algorithms that are common to most PP systems. In

total, we categorized 118 of 856 commits about bugs as being PP

systems-related, and describe them in more detail.

Many of the identified bugs required domain-specific knowledge
to detect, debug, and fix. Moreover, testing PP systems often re-

quires reasoning about result accuracy (in contrast to the standard

[Dutta, Legunsen, Huang & Misailovic, ESEC/FSE 2018]
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ABSTRACT
Probabilistic programming systems (PP systems) allow developers

to model stochastic phenomena and perform efficient inference on

the models. The number and adoption of probabilistic programming

systems is growing significantly. However, there is no prior study

of bugs in these systems and no methodology for systematically

testing PP systems. Yet, testing PP systems is highly non-trivial,

especially when they perform approximate inference.

In this paper, we characterize 118 previously reported bugs in

three open-source PP systems—Edward, Pyro and Stan—and pro-

pose ProbFuzz, an extensible system for testing PP systems. Prob-

Fuzz allows a developer to specify templates of probabilistic models,

from which it generates concrete probabilistic programs and data

for testing. ProbFuzz uses language-specific translators to generate

these concrete programs, which use the APIs of each PP system.

ProbFuzz finds potential bugs by checking the output from running

the generated programs against several oracles, including an accu-

racy checker. Using ProbFuzz, we found 67 previously unknown

bugs in recent versions of these PP systems. Developers already

accepted 51 bug fixes that we submitted to the three PP systems,

and their underlying systems, PyTorch and TensorFlow.
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others [8, 16, 36, 46, 61, 71, 120]. These systems automate various

parts of common inference tasks and support many approximate in-

ference algorithms from machine learning and statistics, including

deterministic variational inference and randomized Markov Chain

Monte Carlo (MCMC) simulation. Systems like Edward [31, 119]

and Pyro [84] embed probabilistic inference within the general deep

learning infrastructures, e.g., PyTorch [85] and TensorFlow [117].

A probabilistic programming system (PP system) typically con-

sists of a language, a compiler, and inference procedures. A pro-

grammer writes a program in a probabilistic programming lan-

guage, which extends a standard programming language by adding

constructs for (1) random choice, such as sampling from common

distributions, (2) conditioning on data, such as observation state-

ments, and (3) probabilistic queries, such as obtaining a posterior

distribution or an expected value of a program variable [41]. Next,

a PP system compiles the probabilistic program to an efficient in-

ference procedure, by adapting well-known inference algorithms.

Finally, the programmers run the compiled program on a set of data

points to compute the query result.

Probabilistic programming systems provide many benefits to

programmers who are non-experts in probability and statistics,

but ensuring the correctness of probabilistic programs is notori-

ously difficult [44, 90]. The inherent uncertainty and complexity of

probabilistic inference (which is #P-hard, even with just discrete

variables [17]) make most practical inference algorithms numeri-

cally intensive and approximate. Therefore, a testing approach for

PP systems must account for both numerical errors and errors due

to the approximate nature of inference algorithms.

Current approaches for testing PP systems are typically manual

and ad-hoc. Although recent research looked into analysis of PP

systems [1, 90], none of the proposed approaches can analyze all

stages of modern PP systems. Understanding previously known

bugs in PP systems and finding effective approaches to improve the

systems’ reliability remain open research questions.

1.1 Bugs in Probabilistic Programming Systems
To motivate the design of tools for systematic testing of PP systems,

we characterized the kinds of bugs that are common in existing

open-source systems. To the best of our knowledge, this is the

first systematic study of bugs in PP systems. We studied three

systems: Edward [31, 118, 119], Pyro [84], and Stan [10, 35, 51, 95].

They are written in multiple programming languages, are hosted

on GitHub, have been adopted by both industry and researchers,

are actively developed, and implement many language features

and inference algorithms that are common to most PP systems. In

total, we categorized 118 of 856 commits about bugs as being PP

systems-related, and describe them in more detail.

Many of the identified bugs required domain-specific knowledge
to detect, debug, and fix. Moreover, testing PP systems often re-

quires reasoning about result accuracy (in contrast to the standard

[Dutta, Legunsen, Huang & Misailovic, ESEC/FSE 2018]
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Probabilistic programming systems (PP systems) allow developers
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the models. The number and adoption of probabilistic programming

systems is growing significantly. However, there is no prior study

of bugs in these systems and no methodology for systematically

testing PP systems. Yet, testing PP systems is highly non-trivial,

especially when they perform approximate inference.

In this paper, we characterize 118 previously reported bugs in

three open-source PP systems—Edward, Pyro and Stan—and pro-

pose ProbFuzz, an extensible system for testing PP systems. Prob-

Fuzz allows a developer to specify templates of probabilistic models,
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these concrete programs, which use the APIs of each PP system.
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the generated programs against several oracles, including an accu-
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others [8, 16, 36, 46, 61, 71, 120]. These systems automate various

parts of common inference tasks and support many approximate in-

ference algorithms from machine learning and statistics, including

deterministic variational inference and randomized Markov Chain

Monte Carlo (MCMC) simulation. Systems like Edward [31, 119]

and Pyro [84] embed probabilistic inference within the general deep

learning infrastructures, e.g., PyTorch [85] and TensorFlow [117].

A probabilistic programming system (PP system) typically con-

sists of a language, a compiler, and inference procedures. A pro-

grammer writes a program in a probabilistic programming lan-

guage, which extends a standard programming language by adding

constructs for (1) random choice, such as sampling from common

distributions, (2) conditioning on data, such as observation state-

ments, and (3) probabilistic queries, such as obtaining a posterior

distribution or an expected value of a program variable [41]. Next,

a PP system compiles the probabilistic program to an efficient in-

ference procedure, by adapting well-known inference algorithms.

Finally, the programmers run the compiled program on a set of data

points to compute the query result.

Probabilistic programming systems provide many benefits to

programmers who are non-experts in probability and statistics,

but ensuring the correctness of probabilistic programs is notori-

ously difficult [44, 90]. The inherent uncertainty and complexity of

probabilistic inference (which is #P-hard, even with just discrete

variables [17]) make most practical inference algorithms numeri-

cally intensive and approximate. Therefore, a testing approach for

PP systems must account for both numerical errors and errors due

to the approximate nature of inference algorithms.

Current approaches for testing PP systems are typically manual

and ad-hoc. Although recent research looked into analysis of PP

systems [1, 90], none of the proposed approaches can analyze all

stages of modern PP systems. Understanding previously known

bugs in PP systems and finding effective approaches to improve the

systems’ reliability remain open research questions.
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To motivate the design of tools for systematic testing of PP systems,

we characterized the kinds of bugs that are common in existing

open-source systems. To the best of our knowledge, this is the

first systematic study of bugs in PP systems. We studied three

systems: Edward [31, 118, 119], Pyro [84], and Stan [10, 35, 51, 95].

They are written in multiple programming languages, are hosted

on GitHub, have been adopted by both industry and researchers,

are actively developed, and implement many language features

and inference algorithms that are common to most PP systems. In

total, we categorized 118 of 856 commits about bugs as being PP

systems-related, and describe them in more detail.

Many of the identified bugs required domain-specific knowledge
to detect, debug, and fix. Moreover, testing PP systems often re-

quires reasoning about result accuracy (in contrast to the standard
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density is unverified
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Zar
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✔︎ verified compiler from 

programs to density 

functions

✔︎ verified density 

compilation for a real 

language

✔︎ verified end-to-end: 

discrete programs with 

loops and conditioning

✘ sampler using the 

density is unverified

✘ sampler (NUTS) is 

unverified

✘ no continuous 

distributions

No end-to-end verified system that practitioners actually write their models in.
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probabilistic program → transformations + inference algorithm + implementation → approximate result
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Convergence doesn’t tell you how close an approximation is after finite time.
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probabilistic program → transformations + inference algorithm + implementation → approximate result

Convergence doesn’t tell you how close an approximation is after finite time.

true posterior

0 6 12 17 24

what the sampler found

0 6 12 17 24

Switching between modes can take exponential time [Mossel & Vigoda, Science 2005]
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Statistical diagnostics

Potential scale reduction (𝑅̂)
[Gelman & Rubin 1992]

Do independently sampled chains 

agree?

Effective Sample Size (ESS)
[Vehtari et al. 2021]

How correlated are the samples?

Simulation Based Calibration (SBC)
[Talts et al. 2018]

How well does the sampler perform on 

simulated data?

Divergences
[Betancourt 2017]

Were there numerical issues during 

inference?
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Do independently sampled chains 

agree?

Effective Sample Size (ESS)
[Vehtari et al. 2021]

How correlated are the samples?

Simulation Based Calibration (SBC)
[Talts et al. 2018]

How well does the sampler perform on 

simulated data?

Divergences
[Betancourt 2017]

Were there numerical issues during 

inference?

Diagnostics can tell you something is wrong — not that the approximation 

is good.

No general-purpose method bounds the approximation error.
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probabilistic program → transformations + inference algorithm + implementation → approximate result



My PhD work: guaranteed bounds

Exact inference

✔︎ precise result

✘ often intractable

Dice · Genfer · PSI · SPPL

Approximate inference

✔︎ always applicable

✘ no guarantees

Stan · Pyro · Anglican
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✔︎ hard guarantees:
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GuBPI · Diabolo

Approximate inference

✔︎ always applicable

✘ no guarantees

Stan · Pyro · Anglican

There are stochastic certificates (coupling-based bounds [Biswas, Jacob & Vanetti, NeurIPS 2019], 

bidirectional Monte Carlo [Grosse, Ancha & Roy, NIPS 2016]) but they are themselves estimates, and 

largely model-specific.

Hard, automatic error bounds for probabilistic programs are rare.
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How to find bounds? Use AI (= abstract interpretation)

[Beutner, Ong & Zaiser, PLDI 2022]
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• Split the support of distributions into intervals and 
bound the PDF on each interval.

• Propagate the intervals through the program.

Polyhedra

• Finer-grained abstraction for linear guards …

[Beutner, Ong & Zaiser, PLDI 2022]

WE OBTAIN

✔︎ bounds on posterior probabilities

✘ bounds on posterior moments (expectation, variance, …)

✘ tail bounds

Guaranteed bounds 24



Diabolo: bound the whole distribution

Guaranteed Bounds on Posterior Distributions of Discrete
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We study the problem of bounding the posterior distribution of discrete probabilistic programs with unbounded
support, loops, and conditioning. Loops pose the main difficulty in this setting: even if exact Bayesian inference
is possible, the state of the art requires user-provided loop invariant templates. By contrast, we aim to find
guaranteed bounds, which sandwich the true distribution. They are fully automated, applicable to more
programs and provide more provable guarantees than approximate sampling-based inference. Since lower
bounds can be obtained by unrolling loops, the main challenge is upper bounds, and we attack it in two ways.
The first is called residual mass semantics, which is a flat bound based on the residual probability mass of a
loop. The approach is simple, efficient, and has provable guarantees.

The main novelty of our work is the second approach, called geometric bound semantics. It operates on a
novel family of distributions, called eventually geometric distributions (EGDs), and can bound the distribution
of loops with a new form of loop invariants called contraction invariants. The invariant synthesis problem
reduces to a system of polynomial inequality constraints, which is a decidable problem with automated solvers.
If a solution exists, it yields an exponentially decreasing bound on the whole distribution, and can therefore
bound moments and tail asymptotics as well, not just probabilities as in the first approach.
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Only distributions on ℕ, but with loops!

Bound the whole posterior by

• lower bound: (scaled) finite-support distribution

• upper bound: (scaled) distribution

What family of (scaled) distributions is suitable for upper bounds?

Guaranteed bounds 25



Eventually geometric distributions (EGDs)

→ We need a family of distributions whose tails we can compute with
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✘ not closed under the program 
operations: X += 1 shifts it

Eventually geometric EGD(𝑄, 𝛼): an arbitrary 
initial block 𝑄, then an exponential tail 𝛼𝑛
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Eventually geometric distributions (EGDs)

→ We need a family of distributions whose tails we can compute with

Geometric? 𝑝(𝑛) = 𝜌(1 − 𝜌)𝑛

0 5 10 15

✘ not closed under the program 
operations: X += 1 shifts it

Eventually geometric EGD(𝑄, 𝛼): an arbitrary 
initial block 𝑄, then an exponential tail 𝛼𝑛

0 5 10 15

𝑛 0 1 2 3 4 …
𝑝(𝑛) 𝑄0 𝑄1 𝑄2 𝑄2𝛼 𝑄2𝛼2 …

✔︎ closed under program operations

✔︎ comparing two EGDs reduces to polynomial 
inequalities
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Observations cut the bound down
→ Conditioning is the easy part: an observation just zeroes part of the distribution
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EGD((𝑄0, 𝑄1, 𝑄2), 𝛼)
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Observations cut the bound down
→ Conditioning is the easy part: an observation just zeroes part of the distribution

0 5 10 15

EGD((𝑄0, 𝑄1, 𝑄2), 𝛼)

observe X <= 3 ↙︎

0 5 10 15

EGD((𝑄0, 𝑄1, 𝑄2, 𝑄2𝛼), 0)

↘︎ observe X >= 4

0 5 10 15

EGD((0, 0, 0, 0,𝑄2𝛼2), 𝛼)

We work with unnormalized measures throughout, and normalize once at the very end — which 
for bounds means dividing one bound by another.
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Loops need an invariant

# EGD(P, α)
while cond {

# EGD(P, α)|cond
body
# EGD(P', α')

}
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Loops need an invariant

# EGD(P, α)
while cond {

# EGD(P, α)|cond
body
# EGD(P', α')

}
# result <= EGD(P/(1-c), α)

If the body contracts by some factor 𝑐 < 1:

EGD(𝑃 ′, 𝛼′) ≤ 𝑐 ⋅ EGD(𝑃 , 𝛼)

then a geometric series bounds all iterations at 

once:

∑
∞

𝑛=0
𝑐𝑛 ⋅ EGD(𝑃 , 𝛼) = 1

1 − 𝑐
EGD(𝑃 , 𝛼)
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Loops need an invariant

# EGD(P, α)
while cond {

# EGD(P, α)|cond
body
# EGD(P', α')

}
# result <= EGD(P/(1-c), α)

If the body contracts by some factor 𝑐 < 1:

EGD(𝑃 ′, 𝛼′) ≤ 𝑐 ⋅ EGD(𝑃 , 𝛼)

then a geometric series bounds all iterations at 

once:

∑
∞

𝑛=0
𝑐𝑛 ⋅ EGD(𝑃 , 𝛼) = 1

1 − 𝑐
EGD(𝑃 , 𝛼)

The catch: the bound you arrive with almost never contracts.
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Contraction invariants
# EGD(P, α)
#   <= EGD(Q, β)      the invariant
while cond {

# EGD(Q, β)|cond
body
# EGD(Q', β')
#   <= c * EGD(Q, β)  contracts!

}
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# EGD(Q, β)|cond
body
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}

Find an inductive invariant: don’t try to 

contract the bound you have — first 

weaken it to one that does contract, then 

apply the geometric series to that one.

Guaranteed bounds 29



Contraction invariants
# EGD(P, α)
#   <= EGD(Q, β)      the invariant
while cond {

# EGD(Q, β)|cond
body
# EGD(Q', β')
#   <= c * EGD(Q, β)  contracts!

}
# result <= EGD(Q/(1-c), β)
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More than an ordinary loop invariant: the 

body must not merely preserve the 

bound, it must shrink it by a factor 𝑐 < 1 

— and what holds on exit is 1/(1 − 𝑐) 
times the invariant, not the invariant itself.
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Contraction invariants
# EGD(P, α)
#   <= EGD(Q, β)      the invariant
while cond {

# EGD(Q, β)|cond
body
# EGD(Q', β')
#   <= c * EGD(Q, β)  contracts!

}
# result <= EGD(Q/(1-c), β)

Find an inductive invariant: don’t try to 

contract the bound you have — first 

weaken it to one that does contract, then 

apply the geometric series to that one.

More than an ordinary loop invariant: the 

body must not merely preserve the 

bound, it must shrink it by a factor 𝑐 < 1 

— and what holds on exit is 1/(1 − 𝑐) 
times the invariant, not the invariant itself.

What is invariant is not a predicate on 

states, but a bound on a distribution, 

together with a contraction factor.

Guaranteed bounds 29



How to find the invariant?

1. Run the analysis symbolically: leave 𝑄, 𝛽 and 𝑐 as unknowns instead of 

committing to numbers.
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How to find the invariant?

1. Run the analysis symbolically: leave 𝑄, 𝛽 and 𝑐 as unknowns instead of 

committing to numbers.

2. EGDs are only ever transformed by rational functions, so the constraints 

turn into a system of polynomial inequalities.

3. Existence of a bound is decidable: it is the existential theory of the reals.

In practice we don’t call a decision procedure: a nonlinear solver (IPOPT) 

proposes a candidate, which we then verify in exact rational arithmetic.
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What we prove

Soundness. Every interval we report provably contains the true posterior quantity.
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What we prove

Soundness. Every interval we report provably contains the true posterior quantity.

Convergence. Unroll the loop further and further, and the bounds converge to the 

exact answer — in total variation, and for every moment.

Decidability. For fixed block sizes, existence of a bound is decidable.

We also proved some necessary and some sufficient conditions for existence of 

geometric bounds.
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And what it delivers
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expected value tail

exact 1.5 Θ((1/3)𝑛)
bounds [1.5 − 2 ⋅ 10−16, 1.5 + 8 ⋅ 10−7] 𝑂(0.34𝑛)
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Geom. bound, mass-opt. (0.13 s)
Geom. bound, tail-opt. (0.076 s)
Exact probability

[Zaiser, Murawski & Ong, POPL 2025]

expected value tail

exact 1.5 Θ((1/3)𝑛)
bounds [1.5 − 2 ⋅ 10−16, 1.5 + 8 ⋅ 10−7] 𝑂(0.34𝑛)

Across the benchmark suite:

37 / 43
benchmarks 

bounded, many 

from the literature

≤ 5 min
worst case; usually 

seconds
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Mechanizing the inference algorithm

Why verify?

Subtle mathematics

Unstated assumptions
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Mechanizing the inference algorithm

Why verify?

Subtle mathematics

Unstated assumptions

Response

Mechanize the inference 

algorithm

Lean · Isabelle · Rocq · …

Then

Objection: “But this is too 

much effort!”
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Mechanizing the inference algorithm

Why verify?

Subtle mathematics

Unstated assumptions

Response

Mechanize the inference 

algorithm

Lean · Isabelle · Rocq · …

Now

AI (artificial intelligence, 

this time)

LLMs make 

mechanization much 

cheaper.

Mechanization 34



Case studies

+ I had Claude Code formalize the theorems from my last 

three papers.
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Case studies

+ I had Claude Code formalize the theorems from my last 

three papers.

I DID … I DID NOT …

• answer the LLM’s questions about 

the paper (clarifications)

• steer the LLM, but at a high-level of 

abstraction

• write any Lean code

• read the proofs

Only the theorem statements and the definitions they depend on need to be 

reviewed.

The Lean kernel checks the proofs!

Mechanization 35



Case studies: results

System / paper #days #lines
#lines

to review
findings
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Case studies: results

System / paper #days #lines
#lines

to review
findings

Genfer [NeurIPS 2023] 3 4,850 309
pinned down an 

imprecision in the paper

Diabolo [POPL 2025] 5 7,923 238 no corrections needed

Incrementalization [PLDI 2026] 17 62,188 7,079
surfaced a few minor 

errors in the paper

Genfer executable

(Lean port)
4 +12,225 291

Note: only rational, no 

floating point 

approximation

Mechanization has become a lot cheaper. Try it!

Mechanization 36
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Open problems: an invitation

inference algorithm

Convergence

Static analysis to prove 

convergence on a 

program

Convergence speed

Program analysis to 

estimate how quickly it 

converges

approximation result

Guaranteed bounds

Improve scalability; 

support continuous 

distributions and 

observations

implementation

Floating point

Can we transfer 

theorems about ℝ to 

float?

Testing/fuzzing

Property-based testing 

for probabilistic 

systems

whole pipeline

End-to-end 

mechanization

From the probabilistic 

program to the 

executable sampler

Lots of interesting problems to solve!
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program

well-defined?

→

program 

transformations

meaning-

preserving?

+

inference 

algorithm

targets 

posterior?

+
implementation

faithful?
→

Approximate 

Result

close 

enough?

1

Correctness has many 

layers — and 

approximation error 

remains underexplored.

2

Guaranteed bounds 

bridge exact and 

approximate inference.

3

Formal methods 

complement statistical 

checks — and 

mechanization is now 

often feasible.
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